
SECURITY

• Security is an important issue in database management because data 
stored in database is very valuable & sensitive commodity.

• So, data in DBMS needs to be protected from abuse & also be protected 
from un-authorized access and updates.

DATABASE SECURITY

Database security is the protection of database against intentional & un-
intentional threats that may be computer based or non-computer based.

• Database security is the business of entire organization as all people use 
the data held in the organization’s database and any loss or corruption 
to data would affect the day-to-day operation in the organization.

• So, database security encompasses h/w, s/w, infrastructure, people and 
data of the organization.



SECURITY LEVEL

To protect the database, we must take security measures at several levels.

1. Physical

2. Human

3. Operating System

4. Network

5. Database System



AUTHORIZATION

An authorized user goes through 2nd level of security authorization.

• Authorization is the process through which the system obtains information about the 
authorized user, including which database operations that user may perform and which 
data items that user may access.

• A user may have several forms of authorization on parts of the database.

Followings are the authorization rights:

1. Read Authorization:- It allows reading but not modification of data.

2. Insert Authorization:- It allows insertion of new data but not modification of existing 
data.

3. Update Authorization:- It allows modification but not deletion of data.

4. Delete Authorization:- It allows deletion of data.



A user may be assigned all, none or a combination of these types of authorization.

• In addition to these authorization for access data, user may be granted the 
authorization to modify the database schema(Structure).

5.   Index Authorization:- It allows the creation & deletion of indices.

6. Resource Authorization:- It allows the creation of new relations.

7. Alteration Authorization:- It allows addition & deletion of attributes in a new 
relation.

8. Drop Authorization:- It allows to drop the relations.

A secure system ensures that the database is valid.



INTEGRITY

Data integrity means the data is protected from deletion, corruption or both while 
it resides within the database and while it is being transmitted over network.

Database Integrity

The preservation of integrity of a database system is concerned with the 
maintenance of the correctness  & consistency of the data.

• In a multi-user database environment, this is a major task because

integrity violations may arise from many different sources such as

Typing error by DEO.

Logical errors in application programs.

Errors in system S/W which results in data corruption.

• In the event of an integrity violation, system takes appropriate action which 
should involve

Rejecting Operation.

Reporting Violation.

Returning database to a consistent state if necessary.



Integrity rules is divided into three categories:

1. Domain Integrity Rules

2. Entity Integrity Rules

3. Referential Integrity Rules

1.  Domain Integrity Rules

• It is concerned with maintaining the correctness of attribute values within 
relations.

• It is simply a definition of the type of domain.

• Domain integrity is closely related to the concept of type checking in 
programming language.

• Definition of the type of a domain must be as precise as possible in order to 
avoid violations of domain integrity.



Ex:- Consider the attribute AGE

• It is not sufficient to describe its type as INTEGER because it doesn’t prevent 
un-realistic values for age(-ve values).

• At the very least, we should be able to specify that the domain type for 
attribute AGE is +ve INTEGER and it should be possible to specify upper & lower 
bounds for the values of AGE.

• Unfortunately, commercial database management system provides only simple 
types for domains i.e. NUMBER, CHAR, DATE & TIME in ORACLE(Here Domain 
types are Number, Char, Date, Number)



VIEWS(Another way to provide security)

• Views provide security by restricting access to a set of rows & columns of 
a table.

• User is enabled to see & access only restricted data.
• A view is a logical table based on one or more tables, providing a window 

into them.
• A table on which the views are made is called base table.
• View appears to be table containing columns & rows that can be operated 

just like a table. It is actually a logical table that does not store any data.
• All operations performed on a view.
• Views being a window to the table, always display the current table data.
• Dropping the base table destroys the view of table. Trying to access, it 

generates an error.
Syntax:- CREATE VIEW View_name As Sub_query

Here sub-query identifies columns & rows of tables that the view is based on.



Protecting the data within the database
• Confidentiality, integrity & availability are the hallmarks of 

database security.

• Authorization is the permission given to user, program or process 
to access an object(s).

• The type of data access granted to a user can be Read only or 
Read & Write.

• Privileges specify the type of DML operations like SELECT, INSERT 
UPDATE, DELETE etc.



Privileges
A privilege is a permission to access a named object in a prescribed manner.

Ex: - Permission to query a table.

Privileges can be granted to enable a particular user to connect to the database 

or to select rows from someone else table 

or execute someone else stored procedure.

Granting & Revoking Privileges

We grant or revoke privilege to/from users using SQL command GRANT & 
REVOKE.



Who can grant or revoke the privileges?

It depends on the DBMS.

In most of DBMS, DBAs & Security Officers will have the necessary powers 
to grant and revoke the privileges & roles to the users.



GRANT Command

This gives the user, privileges to base table  & views.

GRANT privileges ON object to users.

Ex:- Grant the SELECT  authority on the EMP table to all users.

GRANT 

SELECT ON EMP 

TO PUBLIC;

Ex:- Grant the UPDATE authority on the SAL column of EMP to user “SANJAY”.

GRANT UPDATES(SAL)

ON EMP

TO SANJAY;



REVOKE Command

It is a complementary command to GRANT.

It allows withdrawal of privileges.

Syntax of REVOKE Command is

REVOKE [GRANT OPTION FOR] Privileges

ON Object

FROM Users{Restrict/Cascade};

Ex:- Revoke the system privileges for creating table from “Sachin”.

REVOKE CREATE TABLE FROM SACHIN;

EX:-Revoke the SELECT  privileges on EMP table FROM “SATISH”.

REVOKE SELECT

ON EMP

FROM SATISH;



Data Encryption:-
• Encryption is a technique to provide the privacy of data.

• In encryption, the data to be encrypted is called plain text.

• The plain text is transformed by a function that is parameterized by a key.

• The output of encryption process is called Cypher text.

• Then the Cypher text is transmitted over network.

• The process of converting the Plain text to Cypher text is called Encryption.

• The process of converting the Cypher text to Plain text is called Decryption.

• Encryption is performed the  transmitted end & Decryption is performed at the receiving 
end.

• For encryption process, we need encryption Key & for decryption process we need 
decryption key.

• Without knowledge of decryption key, the intruder(Hacker) can’t break the Cypher text to 
Plain text.

• This process is also called as Cryptography.



Intruder

Plain                                                                                                                        Plain

Text                                                                                                                         Text

Encryption Key                                                                         Decryption Key

Encryption Method Cipher text Decryption Method



SECURITY CONSTRAINTS:

In a multilevel secure database management system (MLSDBMS), users 
cleared at different security levels access and share a database 
consisting of data at different sensitivity levels. 

A powerful and dynamic approach to assigning sensitivity levels (also 
called security levels) to data is one which utilizes security constraints or 
classification rules. 

Security constraints provide an effective and versatile classification 
policy.

They can be used to assign security levels to the data depending on 
their content and the context in which the data is displayed. 

They can also be used to dynamically reclassify the data. In other words, 
the security constraints are essential for describing multilevel 
applications. 



Security constraints are rules which assign security levels to the data. 

They can be used either as integrity rules, derivation rules or as schema 
rules (such as data dependencies). 

If they are used as integrity rules, then they must be satisfied by the data in 
the multilevel database. 

If they are used as derivation rules, they are applied to the data during 
query processing. 

If they are used as data dependencies, they must be satisfied by the schema 
of the multilevel database. 



We have defined various types of security constraints. They include the following: 

(i) Constraints that classify a database, relation. or an attribute. These constraints are 
called simple constraints. 

(ii) Constraints that classify any part of the database. depending on the value of some 
data These constraints are called content-based constraints. 

(iii) Constraints that classify associations between data (such as tuples, attributes, 
elements, etc.). These constraints are called association-based constraints. 

(iv) Constraints that classify any part of the database, depending on the occurrence of 
some real-world event. These constraints are called event-based constraints. 

(v) Constraints that classify any part of the database, depending on the information 
that has been previously released. These constraints are called release-based 
constraints. We have identified two types of release-based constraints. One is the 
general release constraint which classifies an entire attribute. &pending on whether 
any value of another attribute has been released. The other is the individual release 
constraint which classifies a value of an attribute, depending on whether a value of 
another attribute has been released. 



(vi) Constraints that classify collections of data. These constraints are called aggregate 
constraints. 

(vii) Constraints that classify any part of the database depending on the security level of 
some data. These constraints are called level-based constraints. 

(viii) Constraints which assign fuzzy values to their classifications. These are called fuzzy 
constraints.

(ix) Constraints which specify implications, are called logical constraints. (Note that logical 
constraints and constraint with conditions do not classify data. Therefore. they cannot be 
regarded as security constraints.) 

(x) Constraints enforced across two or more relations. These are called complex constraints.

TIPS:

Security constraints are rules which assign security levels to the data. They can be 
used either as integrity rules, derivation rules or as schema rules (such as data 
dependencies). 



INTEGRITY CONSTRAINTS:

What is integrity constraints in DBMS?

Integrity constraints are a set of rules. 

Integrity constraints ensure that the data insertion, updating, and other processes 
have to be performed in such a way that data integrity is not affected. 

Thus, integrity constraint is used to guard against accidental damage to the 
database.

What are integrity constraints and its types?

Entity Integrity Constraint is used to ensure the uniqueness of each record or row in 
the data table. 

There are primarily two types of integrity constraints that help us in ensuring the 
uniqueness of each row, namely, 

• UNIQUE constraint

• PRIMARY KEY constraint.



What is the purpose of integrity constraints in database?

Integrity constraints are used to ensure accuracy and consistency of the 
data in a relational database. 

Data integrity is handled in a relational database through the concept of 
referential integrity. There are many types of integrity constraints that 
play a role in Referential Integrity (RI).





TRANSACTION

What is a transaction in DBMS?

A transaction is a single logical unit of work which accesses and possibly 
modifies the contents of a database. 

Transactions access data using read and write operations. 

In order to maintain consistency in a database, before and after the transaction, 
certain properties are followed. These are called ACID properties.

What is transaction in database with example?

A transaction is a logical, atomic unit of work that contains one or more SQL 
statements. 

For example, if a transaction starts updating 100 rows, but the system fails 
after 20 updates, then the database rolls back the changes to these 20 rows.



A transaction is a logic unit of work consisting of a set of operations 
including Reading, Writing & Modifying the database objects.

It is the program unit whose execution may change the contents of 
a database.

It is executed as single unit.

It is an atomic unit(Either 0% or 100%).

A database transaction must be an atomic means that it must be 
executed completely or aborted.



Transaction Processing

If a database is in a consistent state before transaction, then on completion of 
transaction, the database will also be in  the consistent state.

It requires that the transaction can be considered atomic. It is executed 
successfully or in case of error the user can view the transaction as not having 
been executed at all.



Example of Transaction Processing

Transfer of money from one Bank A/C No to another Bank A/C No 
requires to change the database both succeed or failed together.

T:    Read(A)

A=A-50

Write(A)

Read(B)

B=B+50

Write(B)

Thus transaction accesses data using two operations Read & Write.



Operations in Transaction-

The main operations in a transaction are-

1.Read Operation

2.Write Operation

1. Read Operation-

•Read operation reads the data from the database and then stores it in the 
buffer in main memory.

•For example- Read(A) instruction will read the value of A from the database 
and will store it in the buffer in main memory.
2. Write Operation-

Write operation writes the updated data value back to the database 
from the buffer.

•For example- Write(A) will write the updated value of A from the buffer 
to the database.



Transaction States-

A transaction goes through many different states throughout its life cycle.

These states are called as transaction states.

Transaction states are as follows-

1.Active state

2.Partially committed state

3.Committed state

4.Failed state

5.Aborted state

6.Terminated state



What is transaction and its state?

Transaction in DBMS is a set of logically related operations.

Transaction states in DBMS are the states through which 
a transaction goes throughout its lifetime.

Transaction states are-

Active state, 

Partially committed state, 

Committed state, 

Failed state, 

Aborted state, 

Terminated state.



Transaction states diagram:-



Active State-

This is the first state in the life cycle of a transaction.

•A transaction is called in an active state as long as its instructions are getting 
executed.

•All the changes made by the transaction now are stored in the buffer in main memory.

Partially Committed State-

After the last instruction of transaction has executed, it enters into a partially 
committed state.

•After entering this state, the transaction is considered to be partially committed.

•It is not considered fully committed because all the changes made by the transaction 
are still stored in the buffer in main memory.

3. Committed State-

After all the changes made by the transaction have been successfully stored into the 
database, it enters into a committed state.

•Now, the transaction is considered to be fully committed.



NOTE-

•After a transaction has entered the committed 
state, it is not possible to roll back the transaction.

•In other words, it is not possible to undo the 
changes that has been made by the transaction.

•This is because the system is updated into a 
new consistent state.

•The only way to undo the changes is by carrying 
out another transaction called as compensating 
transaction that performs the reverse operations.



Failed State-

When a transaction is getting executed in the active state or 
partially committed state and some failure occurs due to which it 
becomes impossible to continue the execution, it enters into 
a failed state.

Aborted State-

After the transaction has failed and entered into a failed state, all 
the changes made by it have to be undone.

•To undo the changes made by the transaction, it becomes 
necessary to roll back the transaction.

•After the transaction has rolled back completely, it enters into 
an aborted state.



Terminated State-

This is the last state in the life cycle of a 
transaction.

•After entering the committed state or aborted 
state, the transaction finally enters into 
a terminated state where its life cycle finally 
comes to an end.



ACID Properties of  a Transaction

It is important to ensure that the database remains consistent 
before and after the transaction.

To ensure the consistency of database, certain properties are 
followed by all the transactions occurring in the system.

These properties are called as ACID Properties of a 
transaction

In the term ACID Properties, 

A = Atomicity,                          T1

C = Consistency, 

I = Isolation, 

D = Durability.

DB1



1. Atomicity-

This property ensures that either the transaction occurs completely or it does not 
occur at all.

•In other words, it ensures that no transaction occurs partially.

•That is why, it is also referred to as “All or nothing rule“.

•It is the responsibility of Transaction Control Manager to ensure atomicity of the 
transactions.

2. Consistency-

•This property ensures that integrity constraints are maintained.

•In other words, it ensures that the database remains consistent before and after 
the transaction.

•It is the responsibility of DBMS and application programmer to ensure 
consistency of the database.



3. Isolation-

This property ensures that multiple transactions can occur simultaneously without 
causing any inconsistency.

•During execution, each transaction feels as if it is getting executed alone in the 
system.

•A transaction does not realize that there are other transactions as well getting 
executed parallelly.

•Changes made by a transaction becomes visible to other transactions only after they 
are written in the memory.

•The resultant state of the system after executing all the transactions is same as the 
state that would be achieved if the transactions were executed serially one after the 
other.

•It is the responsibility of concurrency control manager to ensure isolation for all 
the transactions.



4. Durability-

This property ensures that all the changes made by a transaction 
after its successful execution are written successfully to the disk.

•It also ensures that these changes exist permanently and are 
never lost even if there occurs a failure of any kind.

•It is the responsibility of recovery manager to ensure durability 
in the database.



Concurrency Problems in DBMS:

• When multiple transactions execute concurrently in an uncontrolled 
or unrestricted manner then it might lead to several problems

• Such problems are called as CONCURRENCY PROBLEM.

The concurrency problems are

1.Dirty Read Problem

2.Unrepeatable Read Problem

3.Lost Update Problem

4.Phantom Read Problem



1. Dirty Read Problem-

Reading the data written by an uncommitted transaction is called as dirty read.

This read is called as dirty read because-

There is always a chance that the uncommitted transaction might roll back later.

Thus, uncommitted transaction might make other transactions read a value that does not 
even exist.

This leads to inconsistency of the database.

NOTE-

Dirty read does not lead to inconsistency always.

It becomes problematic only when the uncommitted transaction fails and roll backs later due 
to some reason.



Example

Here,

1.T1 reads the value of A.

2.T1 updates the value of A in the buffer.

3.T2 reads the value of A from the buffer.

4.T2 writes the updated the value of A.

5.T2 commits.

6.T1 fails in later stages and rolls back

In this example,

•T2 reads the dirty value of A written by the uncommitted transaction T1.

•T1 fails in later stages and roll backs.

•Thus, the value that T2 read now stands to be incorrect.

•Therefore, database becomes inconsistent.



2. Unrepeatable Read Problem-

This problem occurs when a transaction gets to read unrepeated i.e. different 
values of the same variable in its different read operations even when it has not 
updated its value.

Example-

Here,

T1 reads the value of X (= 10 say).

T2 reads the value of X (= 10).

T1 updates the value of X (from 10 to 15 say) in the buffer.

T2 again reads the value of X (but = 15).

In this example,

T2 gets to read a different value of X in its second reading.

T2 wonders how the value of X got changed because according to it, it is running in 
isolation.

The unrepeatable problem occurs when two or more read operations of the same 
transaction read different values of the same variable.



3. Lost Update Problem-

This problem occurs when multiple transactions execute concurrently and updates from 
one or more transactions get lost.

Example-

Here,

1.T1 reads the value of A (= 10 say).

2.T1 updates the value to A (= 15 say) in the buffer.

3.T2 does blind write A = 25 (write without read) in the buffer.

4.T2 commits.

5.When T1 commits, it writes A = 25 in the database.

In this example,

•T1 writes the over written value of X in the database.

•Thus, update from T1 gets lost.

NOTE-

This problem occurs whenever there is a write-write conflict.

•In write-write conflict, there are two writes one by each transaction on the same data 
item without any read in the middle.



4. Phantom Read Problem-

This problem occurs when a transaction reads some variable from the buffer and when it 
reads the same variable later, it finds that the variable does not exist.

Example-

Here,

1.T1 reads X.

2.T2 reads X.

3.T1 deletes X.

4.T2 tries reading X but does not find it.

In this example,

•T2 finds that there does not exist any variable X when it tries reading X again.

•T2 wonders who deleted the variable X because according to it, it is running in 
isolation.



Avoiding Concurrency Problems-

•To ensure consistency of the database, it is very important to 
prevent the occurrence of above problems.

•Concurrency Control Protocols help to prevent the occurrence 
of above problems and maintain the consistency of the database.



The order in which the operations of multiple transactions appear for execution is 
called as a schedule.

So schedule is a bundle of transactions                                                                                          
executing together. The entire unit is                                                                                        
called schedule.

In DBMS, schedules may be classified as-



Serial Schedules-

In serial schedules,

•All the transactions execute serially one after the other.

•When one transaction executes, no other transaction is allowed 
to execute.

Characteristics-

Serial schedules are always-

•Consistent

•Recoverable

•Cascadeless

•Strict



Example1

In this schedule,

•There are two transactions T1 and T2 executing serially one after the 
other.

•Transaction T1 executes first.

•After T1 completes its execution, transaction T2 executes.

•So, this schedule is an example of a Serial Schedule.



Example2

In this schedule,

•There are two transactions T1 and T2 executing serially one after 
the other.

•Transaction T2 executes first.

•After T2 completes its execution, transaction T1 executes.

•So, this schedule is an example of a Serial Schedule.



Non-Serial Schedules-

Multiple transactions execute concurrently.

Operations of all the transactions are inter leaved or mixed with each other.

• A schedule is said to be non-serial if                                                                        
before completing the execution of one transaction we can context switch 
to another transaction.

If schedule is non-serial then there may be the possibility of inconsistency of 
DB(Not always).

Characteristics-

Non-serial schedules are NOT always-

Consistent

Recoverable

Cascadeless

Strict



Example-01:

In this schedule,

•There are two transactions T1 and T2 executing concurrently.

•The operations of T1 and T2 are interleaved.

•So, this schedule is an example of a Non-Serial Schedule.



Example-02:

In this schedule,

•There are two transactions T1 and T2 executing concurrently.

•The operations of T1 and T2 are interleaved.

•So, this schedule is an example of a Non-Serial Schedule.



Finding Number Of Schedules-

Consider there are n number of transactions T1, T2, T3 …. , Tn 
with N1, N2, N3 …. , Nn number of operations respectively.

Total Number of Schedules-

Total number of possible schedules (serial + non-serial) is given 
by-



Total Number of Serial Schedules-

Total number of serial schedules

= Number of different ways of arranging n transactions

= n!

Total Number of Non-Serial Schedules-

Total number of non-serial schedules

= Total number of schedules – Total number of serial schedules



PRACTICE PROBLEM BASED ON FINDING NUMBER OF 
SCHEDULES-

Problem-

Consider there are three transactions with 2, 3, 4 operations 
respectively, find-

1.How many total number of schedules are possible?

2.How many total number of serial schedules are possible?

3.How many total number of non-serial schedules are possible?

Solution-

Total Number of Schedules-

Using the above formula, we have-



Total Number of Serial Schedules-

Total number of serial schedules

= Number of different ways of arranging 3 transactions

= 3!

= 6

Total Number of Non-Serial Schedules-

= Total number of schedules – Total number of serial schedules

=1260-6

=1254



Serializability in DBMS-

Some non-serial schedules may lead to inconsistency of the database.
•Serializability is a concept that helps to identify which non-serial 
schedules are correct and will maintain the consistency of the 
database.

Serializable Schedules-

If a given non-serial schedule of ‘n’ transactions is equivalent to some 
serial schedule of ‘n’ transactions, then it is called as a serializable 
schedule.

Characteristics-

Serializable schedules behave exactly same as serial schedules.

Thus, serializable schedules are always-

•Consistent

•Recoverable

•cascadeless

•Strict



Serial Schedules Vs Serializable Schedules-



Types of Serializability-

1. Conflict Serializability

2.View Serializability

Conflict Serializability-

If a given non-serial schedule can be converted into a serial schedule by 
swapping its non-conflicting operations, then it is called as a conflict 
serializable schedule.

Conflicting Operations-

Two operations are called as conflicting operations if all the following 
conditions hold true for them-

•Both the operations belong to different transactions

•Both the operations are on the same data item

•At least one of the two operations is a write operation



Example-

Consider the following schedule-

In this schedule,

•W1 (A) and R2 (A) are called as conflicting operations.

•This is because all the above conditions hold true for them.



Checking Whether a Schedule is Conflict Serializable Or Not?

Follow the following steps to check whether a given non-serial schedule is conflict 
serializable or not-

Step-01: Find and list all the conflicting operations.

Step-02: Start creating a precedence graph by drawing one node for each 
transaction.

Step-03: Draw an edge for each conflict pair such that if Xi (V) and Yj (V) forms a 
conflict pair then draw an edge from Ti to Tj.

This ensures that Ti gets executed before Tj.

Step-04: Check if there is any cycle formed in the graph.

If there is no cycle found, then the schedule is conflict serializable otherwise not.

NOTE-

By performing the Topological Sort of the Directed Acyclic Graph so 
obtained, the corresponding serial schedule(s) can be found.

•Such schedules can be more than 1.



PRACTICE PROBLEMS BASED ON CONFLICT SERIALIZABILITY-

Problem-01:

Check whether the given schedule S is conflict serializable or not-

S : R1(A) , R2(A) , R1(B) , R2(B) , R3(B) , W1(A) , W2(B)

Solution-

Step-01:

List all the conflicting operations and determine the dependency 
between the transactions-

•R2(A) , W1(A) (T2 → T1)

•R1(B) , W2(B) (T1 → T2)

•R3(B) , W2(B) (T3 → T2)

Step-02:

Draw the precedence graph-

•Clearly, there exists a cycle in the precedence graph.

•Therefore, the given schedule S is not conflict serializable.

T1 T2 T3

R(A)

R(A)

R(B)

R(B)

R(B)

W(A)

W(B)



Problem-02:

Check whether the given schedule S is conflict serializable and recoverable or not-

Solution-

Checking Whether S is Conflict Serializable Or Not-

Step-01:

List all the conflicting operations and determine the dependency between the transactions-
•R2(X) , W3(X) (T2 → T3)

•R2(X) , W1(X) (T2 → T1)

•W3(X) , W1(X) (T3 → T1)

•W3(X) , R4(X) (T3 → T4)

•W1(X) , R4(X) (T1 → T4)

•W2(Y) , R4(Y) (T2 → T4)



•R2(X) , W3(X) (T2 → T3)

•R2(X) , W1(X) (T2 → T1)

•W3(X) , W1(X) (T3 → T1)

•W3(X) , R4(X) (T3 → T4)

•W1(X) , R4(X) (T1 → T4)

•W2(Y) , R4(Y) (T2 → T4)

Step-02:

Draw the precedence graph-

•Clearly, there exists no cycle in the precedence graph.

•Therefore, the given schedule S is conflict serializable.

Checking Whether S is Recoverable Or Not-

Conflict serializable schedules are always recoverable.

•Therefore, the given schedule S is recoverable.

Alternatively,

•There exists no dirty read operation.

•This is because all the transactions which update the values commits immediately.

•Therefore, the given schedule S is recoverable.

•Also, S is a cascadeless Schedule.



View serializability is a concept that is used to compute 
whether schedules are View-Serializable or not. 

A schedule is said to be View-Serializable if it is view equivalent 
to a Serial Schedule (where no interleaving of transactions is 
possible).

What are conflict serializable and view serializable 
schedules?

1. Two schedules are said to be conflict equivalent if all 
the conflicting operations in both the schedule get executed 
in the same order. 

2. If a schedule is view equivalent to its serial schedule then it 
is called View Serializable Schedule.



Non-Serializable Schedules

A non-serial schedule which is not serializable is called as 
a non-serializable schedule. 

A non-serializable schedule is not guaranteed to produce the 
same effect as produced by some serial schedule on any 
consistent database.

Characteristics-

Non-serializable schedules-

•may or may not be consistent

•may or may not be recoverable



Here,

T2 performs a dirty read operation.

T2 commits before T1.

T1 fails later and roll backs.

The value that T2 read now stands to be incorrect.

T2 can not recover since it has already committed.



Recoverable Schedules-

If in a schedule,

•A transaction performs a dirty read operation from an uncommitted(T1) 
transaction

•And its(T2) commit operation is delayed till the uncommitted transaction either 
commits or roll backs then such a schedule is known as a Recoverable 
Schedule.

Here,

•The commit operation of the transaction that performs the dirty read is delayed.

•This ensures that it still has a chance to recover if the uncommitted transaction 
fails later.

Example-

Consider the following schedule-



Here,

•T2 performs a dirty read operation.

•The commit operation of T2 is delayed till T1 commits or roll 
backs.

•T1 commits later.

•T2 is now allowed to commit.

•In case, T1 would have failed, T2 has a chance to recover by 
rolling back.

T1 T2

R(A)

A=A+10

W(A)

R(A)

A=A-5

W(A)

Commit

Commit



Checking Whether a Schedule is Recoverable or Irrecoverable-

Method-01:

Check whether the given schedule is conflict serializable or not.

•If the given schedule is conflict serializable, then it is surely recoverable.

•If the given schedule is not conflict serializable, then it may or may not be 
recoverable.

Method-02:

Check if there exists any dirty read operation.

(Reading from an uncommitted transaction is called as a dirty read)

•If there does not exist any dirty read operation, then the schedule is surely 
recoverable. 

•If there exists any dirty read operation, then the schedule may or may not be 
recoverable.



If there exists a dirty read operation, then follow the following cases-

Case-01:

If the commit operation of the transaction performing the dirty read occurs before 
the commit or abort operation of the transaction which updated the value, then the 
schedule is irrecoverable.

Case-02:

If the commit operation of the transaction performing the dirty read is delayed till 
the commit or abort operation of the transaction which updated the value, then the 
schedule is recoverable.



T1 T2

R(A)

A=A+10

W(A)

R(A)

A=A-5

W(A)

Commit

Commit

T1 T2

R(A)

A=A+10

W(A)

R(A)

A=A-5

W(A)

Commit

Commit


